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Constant Contact Notices Addressing Summit Ediscovery Topics Posted by Rabiej Litigation Law Center
	
I. AI Ediscovery Crossroad -- Front-End AI Screening vs. Back-End AI Screening (March    12, 2026)



	While generative AI significantly outperforms traditional keyword and TAR discovery-search methods, it has brought the bench and bar to a critical crossroad. The same technology capable of surgically excluding irrelevant or marginally relevant data on the front-end of discovery can also be used to rapidly review millions of documents produced by “exhaustive” keyword searches at the back-end. Ironically, plaintiffs criticized “data dumps” as a defensive tactic designed to exhaust their resources. But AI has inverted this dynamic; by providing the tools to manage massive datasets efficiently, what was once derided as “overproduction” is now increasingly viewed by plaintiffs as a strategic advantage.
The summit will investigate which methodology best balances the interests of justice with procedural efficiency. This pivotal decision will define whether the future of ediscovery favors precision-based extraction or managed voluminous production.
· Defense Perspective: An assessment of a “front-end” AI strategy designed to identify all documents important in resolving the issues and exclude marginally relevant documents upfront, thereby reducing the overall volume and cost of production.
· Plaintiff Perspective: An assessment of a comprehensive production based on keyword searches, allowing you to employ your own AI tools and prompts to independently verify that no document important in resolving the issues is omitted.
The summit will review the drawbacks and complexities of joint AI-prompt development at the start of discovery. This review is undertaken against the backdrop of past challenges with collaborative TAR training and validation, which have likely fostered a sense of skepticism toward such cooperative efforts. But this objective may be more attainable than anticipated. Advanced AI systems, such as Relativity’s “aiR Jumpstart,” are capable of autonomously generating prompts based solely on the complaint and discovery requests. By removing the need for direct party involvement, these tools effectively bypass lengthy negotiations over specific language. 
Preliminary results indicate that aiR’s Jumpstart feature is highly effective at automating the creation of AI prompts. Using only the case documents, the tool generates descriptions for Case Summary, Relevance Criteria, Issues, and Key Documents, providing a standardized five-to-ten-sentence foundation for the review. Nevertheless, for highly complex matters, human intervention will likely remain necessary, at least for the near future, to refine the automatically generated prompts. The extent of such modifications may be modest, however, because the AI system applies an objective standard of “relevance.”  Minimizing manual adjustments further might bolster parties’ confidence in the neutrality of the process.  As AI capabilities evolve, the need for human intervention in prompt refinement is likely to diminish entirely.
To guide our discussions on whether the obstacles to collaborative development of AI prompts at the outset are insurmountable, the summit will keep two critical questions in mind:
1. Is it preferable to produce millions of documents using keywords for later AI review, or produce upfront fewer than 100,000 documents that AI identifies as significant?
2. Is there a justification for refusing to collaborate and keeping an AI prompt confidential when it is rooted in objective criteria—unless the goal is to capture data that exceeds the scope of strict relevance?
Rule 26 mandates the same objective standards of relevance and proportionality for all parties. Generative AI provides a neutral framework for meeting these standards, particularly through autonomous prompt generation, which may provide both sides with greater confidence in the integrity and finality of the production.  Regardless of the path chosen at this juncture, the decision should be made with full awareness and careful deliberation, rather than passive momentum.
II.  Finding a Path Forward for AI Ediscovery in Mass-Tort MDLs (March 12, 2026)
AI Faces a “TAR-Like” Uphill Battle in Mass-Tort MDL Ediscovery
Technology Assisted Review (TAR)—a foundational form of AI—has existed for decades, yet it has struggled to gain any traction in producing discovery documents in mass-tort MDLs. AI in ediscovery is still in its early stages, yet it is evolving rapidly. Nonetheless, the same systemic barriers that have hindered TAR’s adoption now pose a direct challenge to the integration of modern AI to produce discovery documents. 
To move forward, two competing truths need to be recognized, which create tensions impeding progress: (1) defendants are in a better position to know how to search their systems; but (2) plaintiffs are in a better position to know what information is actually required to prove their case. While collaboration would seem to be an effective and efficient solution, under today’s practices, both sides do not collaboratively train TAR to search for relevant matter and likely will not collaborate in developing an AI prompt (search-criteria instructions) for the same reasons. 
Historically, in the era of paper discovery, a defendant’s search was afforded a presumption of adequacy, rebuttable only by specific evidence of omission. This standard is rooted in the professional status of counsel as officers of the court, whose manual discovery efforts are traditionally granted a baseline assumption of competence and good faith. 
But the same deference is not extended to searches driven by TAR or AI, because they are one step removed from direct human oversight.  Thus, courts have required the opposition’s involvement in the training of TAR and will likely do the same regarding the drafting of AI prompts to ensure the integrity of the discovery search. Faced with the choice of collaborating with plaintiffs or opting for keyword-driven overproduction, defendants in mass-tort MDLs have chosen the latter.
Drilling Down to Defendants’ Core Concerns Behind Work-Product Protections
The potential for revealing a lawyer’s mental impressions during such collaborative efforts in TAR or AI is a real concern. It is easy to envision scenarios where a party tweaks an AI prompt specifically to exclude sensitive, unrelated data that AI might otherwise flag as “borderline” relevant. The stakes are high; for instance, an automaker facing serial lawsuits from the same firm over many years for distinct defects would seek to avoid the accidental disclosure of documents hinting at a completely different, unrelated issue that could spark entirely new litigation.  
The risk of over inclusiveness is high because of today’s AI tools’ predisposition for erring on the conservative side, classifying “questionable” documents as “borderline-relevant.” But any modification (“tweaking”) of the auto-generated prompt to narrow the scope of the search may reveal an attorney’s legal strategy, which returns the process to its initial state of deadlock. Absent a departure from current practices, the likelihood of accommodating both positions is minimal.  Keyword searches will remain the prevailing standard for producing documents in mass-tort MDLs.  The only difference is that AI will be able to identify many more conceivably relevant documents on more data sources. The practice is becoming entrenched because plaintiffs increasingly accept data dumps as they can use their own AI to efficiently sift through them.
Auto-Generated AI Prompts Mitigate Revealing Legal Strategies or Mental Impressions
New AI technologies, like Relativity’s aiR Jumpstart and Altorney’s MARC, are designed to auto-generate prompts based solely on the complaint and requests for production. This automated approach ensures that relevant discovery is identified without exposing the legal strategies or mental impressions behind the case. While the auto-generated prompts are very good and getting better, they need to be manually “tweaked” at this time to narrow the scope of the search in order to prevent the production of sensitive unrelated documents.  
While AI auto-generated prompts seem to satisfy 90% of both parties' requirements, a mechanism is needed to allow defendants to implement refinements without disclosing them to the opposition, which is satisfactory to both sides. Potential solutions include in camera examinations by a judge or special master to validate these “tweaks,” preserving defendants’ work-product protections and assuring plaintiffs of the integrity of the process.  While requiring additional work at the front end of discovery, it could lead to major reductions from producing 10 million documents to more reasonable and sensible numbers.

	III.  The Future Is Upon Us (February 18, 2026)


A key topic for the webinar and summit is the risk that generative-AI search tools, like Relativity’s aiR, could decrease discovery efficiency by flooding the process with cumulative documents deemed “relevant.” This issue is best illustrated through a simple hypothetical scenario.
Relativity’s aiR classifies documents for relevance in four categories as “very relevant,” “relevant,” “borderline relevant,” and “not relevant.” Gemini reports that Relativity aiR generally identifies a document spread across these categories: Category 4 (5% very relevant), Category 3 (15% relevant), Category 2 (25% borderline relevant), and Category 1 (55% not relevant).  
Given that a typical benchmark spread can result in millions of documents per category, how effectively can AI-driven classification address the massive scale of cumulative data typical of mass-tort MDLs?  To illustrate the classifications, consider a hypothetical case centered on the question whether a prominent individual attended a meeting at a corporate headquarters: AI would likely classify 100 eyewitness accounts as Category 4, 100 hearsay reports as Category 3, and 100 rumor-based accounts as Category 2.  Although the individual’s presence is a key issue, the usefulness of thousands of “relevant” and “borderline relevant” documents may add little meaningful information because the “very relevant” documents provide the answer.  And query whether all “very relevant” documents are meaningful in resolving the issue.
In mass-tort MDLs, the exponential volume of data turns the question of cumulative discovery into a critical issue. The 11 million documents produced in the 3M Combat Arms Earplug MDL will likely be eclipsed soon as the number of data sources and data continues to grow.  The upcoming webinar and summit will explore two primary strategies for addressing this:
(i) a front-end strategy using AI to apply Rule 26 proportionality factors to exclude documents with low marginal utility; versus
(ii) a back-end strategy where all potentially relevant documents are produced and the receiving party uses AI to filter the significant key documents.
The webinar and summit will weigh the efficiency and risks of each method.  
IV. Can Generative AI Deliver on the Promises TAR Failed to Keep in Mass-Tort MDLs (February 9, 2026)

This is the third in a three-part series of webinars.  The first two examined the meaning of “relevant” for discovery purposes and the feasibility of joint training of TAR or generative-AI search tools. This webinar will explore the inevitable transition of generative AI into a standard search tool, while examining the critical hurdles likely to slow its widespread implementation, particularly in mass-tort MDLs. 
The Center reviewed recent mass-tort MDL filings and found ten that discovery in each produced over a million documents, nine via keywords and one via TAR. These traditional search tools cast a wide net, capturing as many documents as possible based on statistical guesses of their potential value. Over the years, the bench and bar have grown accustomed and seemingly resigned to massive productions -- sometimes exceeding 11 million documents and multiple terabytes of data. This data explosion shows no signs of abating, as new sources and devices add to the discovery burden every day. 
Traditional keyword and TAR tools rely on statistical approximations and word-pattern analysis, while generative AI employs active logic to substantively evaluate content and identify critical evidence. Because generative AI can rapidly filter and identify pivotal evidence, the historical reliance on over-production to capture key documents may no longer be justified.
Imagine the value of streamlining a 10-million-document production down to “just” 100,000. The advantages are immediate, far-reaching, and benefit both sides and the court:
· Cost Efficiency: Drastically lower expenses for relevance and privilege reviews.
· Operational Savings: Significant reduction in total production costs.
· Smoother Litigation: A smaller document pool leads to fewer discovery-related conflicts and avoids costly diversions on peripheral or irrelevant issues.
· Better Focus: Attorneys spend less time sifting through insignificant data and more time on consequential tasks. 
· Faster Outcomes: Accelerated trial timelines and more rapid case resolutions.
Can AI truly find the 100,000 “useful” documents within a 10-million-document set that are important in resolving the issues? Dr. Aron Ahmadia (Relativity) dives into the current capabilities of generative AI and provides a roadmap for when we can expect this level of ediscovery performance -- be it now, in one year, two years, or beyond.
Steve Goldstein (Altorney) will examine the technical mechanics of generative-AI search tools, while John Rosenthal (Shook Hardy & Bacon) explores the strategic hurdles of developing joint AI prompts and validation protocols and suggests alternatives.  Both will also discuss whether generative AI can finally deliver on the promises TAR failed to keep, either now or in the near future, and what pitfalls that limited TAR’s effectiveness need to be overcome for AI to succeed in mass-tort MDLs. Additionally, United States Magistrate Judge Gary Jones (N.D. Florida) will address the work-product implications that arise when courts order joint development of AI prompts and validation processes.
V. Can a Generative-AI Elusion Test Eliminate the Last Obstacle to Using TAR or Generative AI to Produce Ediscovery in Mass-Tort MDLs? October 8, 2025)

The Advisory Committee on Civil Rules promulgated five different sets of amendments during the past four decades to rein in excessive ediscovery.  Progress was made, but excessive ediscovery remains stubborn, most notably in mass-tort MDLs.  Can generative AI address the primary obstacle to using TAR and generative-AI search tools and rein in excessive ediscovery?

TCDI and the Center held two webinars that addressed causes of excessive ediscovery and potential solutions.  Webinar 1 demonstrated that the meaning of "relevant" is in the eye of the beholder, which explains why plaintiffs cannot rely exclusively on judgments of defendants who decide which documents are relevant and which to produce. The result is expected -- plaintiffs request as much ediscovery as the court will permit so that they can make their own decisions. And because the meaning of "relevant" is open to wide interpretation and because defendants experience futility in challenging ediscovery requests, defendants do not resist and produce millions of documents in mass-tort MDLs, most of which are useless.

Webinar 2 underscored Webinar 1's findings and noted that "keyword" searches are widely used precisely because such searches are over-inclusive and provide more documents for the plaintiffs to make their own relevancy decisions. The transcript and recording of Webinar 2 are posted on the Center's website at the bottom of the screen in the box for the September 22 webinar HERE  [https://rabiejcenter.org/events/] 

Webinar 2 revealed the reasons why defendants and plaintiffs are reluctant to rely on newer technology, including TAR and generative AI, even though they are far superior to dated keyword technology.  The reasons pose real obstacles to TAR and generative-AI, but they can be overcome with procedures addressing all but one concern.  Joint training of TAR or generative-AI search tools by both sides, which permits defendants to withhold documents that they deem to be non-relevant, satisfies most of the respective parties' concerns, provided that withheld documents are subject to an in camera judicial examination.  

One concern remains and blocks acceptance of TAR or generative-AI search tools.   FOMO, or the fear of missing out, creates doubt that no matter how good a validation process is, a key document may have been omitted.  Notwithstanding copious caselaw that ediscovery need not be perfect and the fact that parties routinely accept a less-than-perfect 85% recall rate, FOMO concerns override these considerations and continue to drive excessive discovery requests in a quest to achieve 100% certainty that a “key” document is not omitted.

TCDI and the Center are pleased to hold a third to-be-scheduled webinar that will focus on the possibility of developing generative-AI methods to validate the results of ediscovery that satisfy FOMO concerns better than elusion random sampling of nonresponsive documents, which is a common validation process.  

TCDI and the Center will bring top experts to explain how a jointly trained generative AI tool can compare all documents that defendants deem to be nonresponsive with all responsive documents, and determine whether any documents of significance are included in the set of nonresponsive documents that are not included in the set of responsive documents. Such an elusion test would be superior to a typical elusion test because it examines all nonresponsive documents instead of a random sample.  

And while the probability has always been low that an elusion random-sampling test would omit a key document, the probability of generative AI omitting a key document is yet lower.  If both sides train the machine to identify responsive documents and jointly develop a generative-AI elusion test to validate the results, the rationale to produce excessive ediscovery loses its force.

VI. Understanding Plaintiff-Ediscovery-Review Process May Help to Focus Discovery (September 17, 2025)

Millions of documents are produced in ediscovery in mass-tort MDLs.  More than 11 million documents were produced in the 3M Combat Arms Earplug MDL No. 2885.  It is apparent that in mass-tort MDLs, millions of documents can be classified as “relevant,” in large part because the definition of “relevant” under Rule 26 is broad and open to wide interpretation. 
The Center and TCDI are hosting a complimentary 60-minute webinar talking with experienced plaintiff counsel about how they manage the ediscovery-review process.  CLE credit has been approved.  You may register https://www.tcdi.com/rabiej-mdl-webinar-2025/.
The webinar will explore: what tools plaintiffs use to narrow and identify documents that are “important in resolving the issues”; 
· do plaintiffs manually review all documents, and if so, how many lawyers and others are involved in the review of millions of documents;
· if not, how do plaintiffs designate documents to be manually reviewed, e.g., identified by TAR or a generative-AI search tool;
· do plaintiffs perform several levels of review, which narrow the number of documents; and
· are lawyers who manually review documents provided written criteria as guidance on how to categorize documents?

Judges and defendant lawyers usually have little idea of how plaintiffs review all the documents that are produced in ediscovery.  
An understanding of the plaintiffs’ review process may better inform defendant counsel and judges of what information the plaintiff considers to be important in resolving the issues.   This approach recognizes that plaintiffs are in the best position to assess discovery as acknowledged in the Committee Note to the 2015 proportionality amendments to Rule 26: “The parties may begin discovery without a full appreciation of the factors that bear on proportionality.... A party claiming that a request is important to resolve the issues should be able to explain the ways in which the underlying information bears on the issues as that party understands them.” 
By understanding the plaintiffs’ review process, ediscovery can be more targeted and “proportional to the needs of the case,” the stated purpose of Rule 26(b)(1).  The Civil Rules Committee carefully crafted the language and rejected the alternative -- “proportional to the case” -- which would have accepted excessive discovery in cases claiming large amounts in controversy, like mass-tort MDLs, but would have denied adequate discovery for cases claiming minimum damages, including many civil-rights employment cases.   
Rule 26(b)(1) lists six factors to consider when determining whether discovery is “proportional to the needs of case,” which includes the “amount in controversy.”  But most judges consider the “importance of the discovery in resolving the issues” as the most important factor as explained in the Center’s OPES posted on its Research website https://rabiejcenter.org/best-practices/ediscovery/ .  
VII. How Plaintiffs Manage and Review Millions of Documents Produced in Mass-Tort MDLs (August 18, 2025)
Series of Three Landmark Ediscovery Webinars
The Federal Rules of Civil Procedure provide tools to manage excessive ediscovery, including:
(i) party consultation and cooperation; (ii) proportionality; and (iii) active judicial case
management. Nonetheless, millions of documents continue to be produced in mass-tort MDLs.
This is the second in a series of three ediscovery webinars held by the Center and TCDI, which
examine excessive ediscovery in these actions.

The first webinar suggested that plaintiffs cannot rely exclusively on defendants to decide which
documents are relevant and produced in discovery because the meaning of “relevant” is
amorphous and in the eye of the beholder. Absent control over the decisions determining which
documents must be produced, plaintiffs have no choice but to demand as many documents as
possible by means of anachronistic keyword searches, so that they can make the relevancy
determinations themselves.

This second webinar focuses on plaintiffs’ priorities on how they manage and review the
documents produced in ediscovery.

The third webinar builds on the first two webinars. It will examine whether joint training of
TAR or generative AI can address the concerns of both plaintiffs and defendants and identify and
produce what is really needed to resolve the issues.

The Advisory Committee on Civil Rules provided sound guidance in the Committee Note to the
2015 amendments to Rule 26 when it said: “Courts and parties should be willing to consider the
opportunities for reducing the burden and expense of discovery as reliable [computer-based]
means of searching electronically stored information become available.” Despite such common-
sense advice, parties continue to resist modern technological means of searching.

Having both parties train TAR and generative AI removes the major obstacle impeding wider
acceptance of modern technological means of searching, bringing the bench and bar closer to
realizing Rule 26’s unfulfilled promises of party cooperation and consultation, proportionality,
and active judicial case management.

· Instead of general discussion at the Rule 26(f) meeting, parties must negotiate and reach
common ground on the relevancy of hundreds of individual documents during joint training, which makes their discussions meaningful, enhancing party consultation and cooperation.
· Instead of asking a judge to do impossible tasks of predicting which custodians have relevant discovery, parties raise disputes arising from joint training about individual documents for the judge to rule on, a task they are well suited for, enhancing active judicial case management.
· Instead of ruling on categories or groups of discovery, a judge is asked to decide the
discoverability of individual documents ranked immediately below the cutoff point after joint training, enhancing the application of proportionality principles and active judicial case management.
· Instead of developing complicated procedures to handle privilege disputes, only top-ranked documents are subject to full description, all others can be described by metadata or group, enhancing the application of proportionality principles and active judicial case management.

VIII. Landmark Ediscovery Analyses (July 14, 2025)
Hon. Paul Niemeyer and Hon. Vaughn Walker
(Links to Written Transcripts of Oral Remarks and Audio Recording)

The bar continues to rely on outdated keyword searches that overproduce; and in mass-tort MDLs, the overproduction numbers in the millions of documents. Understanding the reasons for the bar’s reluctance to use artificial intelligence, including TAR, to rein in excessive ediscovery is a precondition to changing existing practices.   

At a recent webinar held by the Center and TCDI, Judge Paul Niemeyer in a world-class retrospective analysis of the Supreme Court’s and the Rule Committees’ treatment of the scope of discovery underscored the futility of defining “relevant,” because the meaning is in the eyes of the beholder.  Judge Vaughn Walker explained how artificial-intelligence-search methodologies mimic the human mind’s decision-making in determining what is “relevant,” but it applies both parties’ understandings of “relevant” more effectively based on far more information.  

The judges’ remarks are all the more significant, because Judge Niemeyer was the former chair of the Civil Rules Committee, while Judge Walker was a committee member.   Their comments set the stage for a long overdue reassessment of discovery of electronic information that holds promise for moving the bar to using AI in ediscovery, otherwise as Judge Walker fears, the system “will come to a screeching halt.” 

The bar has two options in handling electronic discovery.  Continue using keyword searching and produce an overwhelming, and constantly growing, number of documents with the hope that all documents “relevant” in their eyes are captured.  Alternatively, the parties can jointly train AI, including TAR, to find significant information in a much more efficient way. Each side has self-interests in retaining keyword searches, including financial incentives, particularly in mass-tort MDLs, which compensate plaintiff lawyers by the hour under the lodestar method and defendant lawyers similarly on an hourly basis. 

But the main impediment to joint-AI training is the disclosure of non-relevant documents during the training stage. Although a few far-sighted lawyers realize that the benefit of a smaller number of produced documents offset any potential negatives from disclosure of a relatively few non-relevant documents, most, particularly clients, strenuously object. That impediment can be eliminated by providing the right to withhold any document during the training stage, subject to an in camera examination by a judge or a special master, as proposed by the Center.   

The use of AI in discovery searches will also facilitate more active judicial case-management. Under current practice, judges understandably avoid ediscovery disputes because lawyers present them in a way that makes it difficult to effectively rule on them, and so they often pivot and urge lawyers to resolve the dispute themselves.  But disputes involving AI-ediscovery searches are presented in a way better suited for judges to resolve.  AI can rank documents in order of significance so that a judge can compare and rule on specific disputed documents instead of trying to divine whether “relevant” information might be contained in some unknown documents by some custodian.   

Judge Niemeyer’s and Judge Walker’s insights are invaluable not only for mass-tort MDLs facing discovery of millions of documents but also in other large-scale litigation, including class actions and complex litigation.   Their remarks are a must read for anyone who is concerned with the growing ediscovery burden and cost and wants to do something to make it fairer, speedier, and less expensive. 

The Center is pleased to make available a written transcript of both their remarks at https://rabiejcenter.org/ as well as a link to a video recording of the entire webinar at https://rabiejcenter.org/events/

IX. Judges' Riveting Remarks on Discovery (June 26, 2025)
Judge Paul Niemeyer, former chair of the Advisory Committee on Civil Rule who sits on the Fourth Circuit Court of Appeals ended his riveting account of Rule 26 and the Supreme Court’s treatment of discovery with the profound conclusion that the meaning of “relevant” for discovery purposes is no longer relevant.  Absent an objective “relevant” standard, retired Judge Vaughn Walker and now in private practice looks to technology to effectively apply what both sides understand relevant to be in discovery. The recording of their groundbreaking remarks at the Center’s and TCDI’s June 23 webinar will soon be made available as well as a written transcript.
The amendments to Rule 26 since 2000 have quietly acknowledged the reality of the judges’ wisdom, but the rule does not provide the right tools to meet the challenge. Compelling parties to meet and confer about discovery under Rule 26(f) was directionally correct, but without concrete objectives, such meetings devolve into vapid discussions. Urging judges to be more active in managing discovery under Rule 26(b)(1) makes great sense in a vacuum, but judges are in untenable positions when they apply an amorphous “relevant” standard to a defendant’s offer of 20 custodians and the plaintiff’s counteroffer of 45 custodians for discovery.
If relevant is indeed in the eye of the beholder, the discovery search should be based on both parties’ mutual understanding of relevancy. That can be done if both sides review every document manually. A more feasible solution is to have both sides jointly train an electronic-search methodology, like TAR or another AI system, to identify what both sides believe are significant documents. 
Having lawyers meet and negotiate their understanding of relevancy on individual, randomly selected documents for training purposes results in actual deliverables that lead to a “meeting of the minds” on what information both parties consider to be significant.  Ruling on disputed training documents ranked by significance is the stuff of work judges are best suited for and regularly handle. Doing both achieves what Rule 26 amendments had hoped for.
Although courts cannot compel parties to adopt any particular search methodology, a court can direct the parties to address in their Rule 16.1 report at the initial-management conference which search methodology they plan to use.  Later, the court certainly has the power to enter an order shifting costs under Rule 26(c)(1)(B) if the search methodology selected by the party is inefficient and produces too many marginally “relevant” documents.  
X. Guidance from Judiciary -- the Missing Link (June 18, 2025)
How expensive are keyword searches, which produce millions of documents in discovery, as reported in seven mass-tort MDLs? About $30 million to produce 2.6 million documents from 5,000 GB as estimated using the Center’s cost-calculator, one of the most sophisticated of its kind (https://rabiejcenter.org/discovery-proportionality-model-a-new-framework-2/).   Compare that cost with TAR, searching the same 5,000 GB for an estimated $7 - $12 million. 
The cost savings are consistent with the findings of the RAND Discovery Cost Study, Where The Money Goes, issued 13 years ago. In its report, RAND concluded that “perhaps the most important barrier to adopting predictive coding (TAR or another AI search method) is the absence of widespread judicial guidance on this matter.” 
Fed. R. Civ. P.  26 takes no position on which discovery-search method should be used, because the rules committees concluded that any recommended technology would soon be outdated. Filling the absence of judicial guidance, private organizations like The Sedona Conference have issued their own: “Responding parties are best situated to evaluate the procedures, methodologies, and technologies appropriate for preserving and producing their own electronically stored information.”
Should courts continue to stay on the sidelines?  In 2000, both the Advisory Committee on Civil Rules and the Committee on Rules of Practice and Procedure recommended an amendment of Rule 26 that would explicitly authorize a court to shift discovery costs for “marginally relevant” information, which was produced because of an inefficient search methodology. The Judicial Conference rejected the committees’ recommendations because, although the purpose was only to make explicit a power that now exists, several Conference members feared that public perceptions would be different.  Though unsuccessful, this history highlights a court’s undisputed authority to regulate costly and inefficient discovery.
New Rule 16.1, which takes effect on December 1, 2025, gives the bench and bar an opportunity to discuss discovery-search methodologies at the initial-management conference.  Directing the parties to explain their reasons for using keyword searches instead of TAR or another AI system in their Rule 16.1 report could open the door for judicial guidance that is currently absent. It also is in line with the 2015 Committee Note to Rule 26, which says: “Courts and parties should be willing to consider the opportunities for reducing the burden or expense of discovery as reliable means of searching electronically stored information become available.”
XI.  How Can Parties Achieve a Shared Meaning of “Relevant” for Discovery Purposes? (June 3, 2025)
The meaning of “relevancy” may well be in the eye of the beholder. If parties do not share a common meaning of “relevant” for purposes of discovery, what can be done to help them achieve a “meeting of the minds” on what it does means? The amendments to Rule 26 over the past four decades, which promote party cooperation, judicial management, and proportionality, point in the right direction. But long and cooperative discussions at Rule 26(f) meet and confers about overinclusive keywords only modestly advance a consensus on the meaning of “relevant” while capturing millions of virtually useless documents in mass-tort MDLs. 
If consensus on the meaning of “relevant” is to be achieved, both sides’ versions of their meaning of “relevant” must be part of the discovery-search process. AI search methodologies, including TAR, can be trained to apply both sides’ versions of “relevant.” And they can rank the searched documents in order of significance, the key difference distinguishing them from keyword searching. Instead of millions of documents produced by keyword searches, the parties can review tens or hundreds of thousands of ranked documents, saving cost and time.
XII. A SENSIBLE APPROACH TO PRIVILEGE LOGS (February 18, 2025)
		Millions of documents continue to be produced in discovery in mass-tort MDLs. The cost and burden of providing a document-by-document privilege log are considerable, even though the relevance of most of the millions of documents is low and often virtually useless. 
Plaintiffs must be provided with sufficient information to assess whether a claim of privilege is properly asserted. But instead of requiring indiscriminate document-by-document logging, an alternative common-sense approach would require document-by-document logging only for those documents that are important in resolving the issues. Privilege claimed for lower-ranked documents would be identified in categorical or metadata privilege logs.
Under such an approach, the parties would agree on the number or percentage of highly ranked documents that require document-by-document logging. The process could be enhanced by requiring expanded and more useful information in the descriptions to assess the privilege claim for the smaller number of highly ranked documents.
John Rosenthal, Winston & Strawn, was certainly on the right track when he recently suggested that the Advisory Committee on Civil Rules adopt a “privilege-screener search-term model,” which limited document-by-document logging only for those documents that contained certain keywords that likely would be in documents important in resolving the issues. But that approach, though innovative, would sweep in many documents that have little relevance. 
XIII. Are Preconditions that Judges Impose on Defendants Compelling Them to Choose Less Efficient Keyword Searching Over TAR? (February 12, 2025)
 In its seminal 2012 report on ediscovery costs (Where the Money Goes, Understanding Litigant Expenditures for Producing Electronic Discovery), the RAND Institute concluded that the use of TAR would reduce ediscovery costs by 40%-80%. Nonetheless, defendants continue to apply keyword searches and review and produce millions of virtually useless documents in mass-tort MDLs at costs of tens of millions of dollars. Ironically, plaintiffs apply TAR to cope with the overwhelming number of documents produced by keyword searches.
Defendants reject choosing TAR because of the preconditions imposed by courts. Courts require defendants to work with plaintiffs training TAR because the training is built on subjective judgments on whether documents are deemed responsive, which plaintiffs and defendants will often disagree on. (Studies show that lawyers disagree 50% to 75% of the time.) Plaintiffs need to be involved, so the arguments go, to ensure that TAR (and soon AI-inquiry prompting) identifies not only documents that the defendant believes are responsive, but also documents that plaintiffs believe are responsive.  
Yet compelling more party consultation at the front-end of ediscovery, no matter how much, can never fully satisfy plaintiffs because the defendants make the subjective judgments that documents are or are not responsive at the back-end of ediscovery.
Defendants balk at mandatory-cooperative consultations because achieving consensus on what is responsive as well as training TAR wastes countless hours on frustrating protocol negotiations, generates satellite litigation, and risks revealing confidential matter and strategy as well as alienating the judge. Better to incur the added costs of a cruder, but more familiar, discovery tool -- keyword searches.
Courts can end this wasteful cycle by prioritizing the back-end results of ediscovery rather than its processes.  This approach is consistent with the unanimous view of information-retrieval computer scientists who from the outset recommended that the Advisory Committee on Civil Rules concentrate on the back-end validation process, verifying the accuracy of the discovery.  Its success, however, depends on the plaintiffs’ confidence in the validation process. 
The 3M Combat Arms Earplug MDL TAR protocol as well as the DOJ’s Antitrust Division’s TAR policy answer the challenge by using random sampling of non-responsive matter to validate the ediscovery production. Disclosing the non-responsive documents from this random sampling, subject to an in camera inspection for selected documents, can raise the plaintiffs’ level of confidence in the accuracy of the production. The introduction of new AI-techniques augurs well for opportunities to refine the validation process making it even more robust.
As a first step, the transferee judge in a mass-tort MDL should require the parties to explain why keyword searching is used in lieu of TAR or another AI discovery tool consistent with its Rule 1 obligation to administer the discovery provisions “to secure the just, speedy, and inexpensive determination of every action and proceeding.” The explanation should be part of the parties’ report submitted to the court at the initial-management conference under new Rule 16.1, effective December 1, 2025.
TAR or another AI system ranks responsive documents with greater precision than keyword searches. The ranking capability is critical when dealing with millions of documents. For example, privilege-screener keyword searches will capture documents that are ranked between 1 and 3 million in relevance. There is no good reason to require burdensome document-by-document logging of such lowly ranked documents, which flies in the face of the bench’s and bar’s Rule 1 obligation to administer the rules “to secure the just, speedy, and inexpensive determination of every action.” And all this despite the availability of technology to identify the top 10,000 – 50,000 relevant documents with the added benefit of expanding the descriptions of the privilege for these individual documents.


XIV. IS DOUBLING DOWN THE ONLY ANSWER? (January 6, 2025)
		Are you frustrated with promises that greater lawyer cooperation, more active judicial case management, and stricter adherence to proportionality standards will resolve the ediscovery problem? Although these approaches are successful in some one-off cases, the results have been uniformly disappointing in mass-tort MDLs, where terabytes of data are collected and processed, and millions of virtually useless documents are produced despite experienced judges who are active case managers who encourage parties to cooperate and comply with Rule 26 proportionality standards.
Instead of doubling down on existing best practices, perhaps there is another solution. Join the Center at its bench-bar Discovery Summit at the Charleston School of Law on March 13, 2025, as 15 federal judges and 25 plaintiff and defendant lawyers go beyond the familiar and dig deep into reshaping the lawyers’ incentives that, if left unchecked, will continue what everyone agrees is an entirely silly ediscovery system, wasting millions of dollars with both sides reviewing millions of useless documents in mass-tort MDLs.
Plaintiffs do not want to review millions of discovery documents. But they say that defendants have incentives to drag out discovery and delay paying huge settlements, mixing documents important in resolving the issues with millions of other documents, prolonging review. Defendants say that plaintiffs have incentives to demand voluminous discovery for settlement leverage and open up fishing expeditions.
Concerns are raised about potential solutions, including AI-driven processes, that narrow the volume of discovery to be reviewed because they all suffer from the same shortcoming. Although both parties consult with each other on developing the screening method, e.g., selecting keywords, training TAR, or structuring prompts for AI processes, they all rely on the producing party to administer the process and make unilateral decisions on which documents they believe are responsive. And because lawyers on the same or opposing sides will never agree on whether individual documents are responsive, the requesting party will never be fully confident that the defendant’s responsiveness decisions are the same as theirs. Hence the constant pressure for limitless discovery so that the requesting party can make the decision themselves.
Changing the defendants’ and plaintiffs’ incentives is key. As a starting point, the Center will explore potential solutions at the March 13 discovery summit, which are aimed at offering plaintiffs greater confidence that documents important in resolving the issues are produced and offering defendants limits on the number of documents to process and produce, including:
1.      Produce responsive documents in order of TAR rankings with reasonable fixed limits on the number, subject to extensions on good cause
2.      Disclose non-responsive documents from random-sampling validation, subject to judicial in camera examination of documents withheld by the producing party
3.      Fuller description of reasons only for highly TAR-ranked privileged documents for fixed reasonable number of documents; metadata description for others
4.      Judicial in camera examination of random sample of highly ranked privileged documents
5.      First production of TAR-ranked documents after reasonable number of days followed by second production on good cause after reasonable number of days
Disclosing TAR rankings of documents may technically be protected as work product, but the disclosure is not far removed from the obligation to produce all responsive documents, which also reflects work product and the attorney’s impressions and judgments. And if the result is reducing the number from millions to tens (or even hundreds) of thousands of documents, the outcome is a win-win for both sides.
The summit will discuss ways to protect against gaming such processes, including strengthening the random-sampling validation method, preventing unfair manipulation of the selected discovery method, and developing practical and effective in camera examination processes. 
XV. Bench-Bar Leadership Critical (January 8, 2024)

The conference will address the root cause of the ediscovery problem in heavy ESI cases, which is that lawyers on opposing and the same sides will always disagree on whether individual documents are responsive.  Studies show that reviewers disagree about the relevance of as many as 50%-75% of the documents.  As a result, the requesting side will not accept at face value the other side's decisions and will reasonably insist on overproduction to eliminate doubt that documents that they deem to be important have been identified and produced.  
1. Technology will soon be able to identify all possibly "relevant" documents that may exist in all conceivably relevant data sources covered by an expansive litigation hold.
2. Plaintiffs and defendants both say that they want to review only documents that are important in resolving the issues.
3. But unless both sides try to understand the legitimate concerns of the opposing side and are open to compromises, like Sisyphus they are bound to ceaselessly struggle searching for all possibly relevant documents on all conceivably relevant data sources, simultaneously contesting the searches on subjective proportionality grounds with unpredictable results.  
4. The Center is working on ways to meet the concerns of both sides by enhancing assessments of ediscovery that assure both sides that no document, as they each deem to be important in resolving the issues, is omitted.
5. OPES focuses on ediscovery that is important in resolving the issues and provides disclosure of random samples of nonresponsive documents, entitling the responding party to withhold any document subject to an in camera examination by a judge.
Leadership from the bench and bar is critically needed to change the status quo, which is wasting more and more time, money, and effort identifying tens or hundreds of thousands of inconsequential documents, punctuated by bouts of frustrating proportionality wrangling and litigation.  
This conference suggests an alternative OPES approach and is intended to spark discussion of new, saner approaches.
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